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This checklist was developed by the Public Health Foundation to help individuals reduce their
environmental impact when using artificial intelligence (Al). Use this checklist to learn about,
explore, and note what you are doing, or plan to do, to reduce your environmental impact when
using Al. Place a check in the appropriate column for each action:

Never — Do not do it

Rarely — Do it when | think of it

Yes — Do it all the time

Will Try It — Actions that | will try to help reduce my environmental impact when using Al

Have an idea not on the list?
Please send us your ideas for actions not included here so we can continue expanding this
checklist with additional ways to reduce Al’s environmental impact.

Send ideas to Jack Moran at jmoran@phf.org with a title for the action and a brief explanation.

Ways to Reduce Al’'s Environmental Impact | Never Rarely Yes Will Try It

Use traditional search first

Avoid redundant Al usage

Consult peers first

Draft thoughts on paper before using Al

Trust your intuition

Practice urge surfing

Set consulting hours

Isolate Al access
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Right-size your Al

Optimize Al prompts

Enforce word limits

Batch your prompts

Skip social pleasantries

Reuse existing sessions

Reduce duplicate requests

Clear chat histories

Prune recordings, transcripts, and summaries

Disable unused Al features

Limit Al images and videos

Strengthen knowledge sharing

Choose sustainable Al vendors
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Explanations:

Use traditional search first: A standard internet search is roughly 10 times more
energy-efficient than a generative Al summary for basic, verifiable facts. Check existing
documents, FAQs, or knowledge bases before turning to Al.

Avoid redundant Al usage: For simple tasks (e.g., basic spell checks; short,
straightforward emails; directions; recipes; shopping lists; and other routine needs), rely
on traditional tools or write them yourself to bypass server-heavy large language model
(LLM) processing. Reserve Al for complex work where it adds meaningful benefit.

Consult peers first: Reach out to friends, colleagues, or subject matter experts for
advice or feedback before using Al.

Draft thoughts on paper before using Al: Force yourself to brainstorm, outline, or
write a rough draft by hand or in a basic document before consulting an Al tool.

Trust your intuition: Practice making minor decisions on your own before relying on an
Al's judgment.

Practice urge surfing: When faced with a challenging task, wait out the initial impulse
to ask an Al for the quick answer, allowing your mind to tolerate the discomfort of
problem-solving.

Set consulting hours: Treat chatbots like a specialist you only visit during specific
hours. Keep a notepad handy and save your questions for a dedicated 15-minute
window rather than using Al instantly.

Isolate Al access: Remove Al chatbot applications from your smartphone and only
access them via a desktop browser to prevent mindless, on-the-go usage.

Right-size your Al: For simple writing or brainstorming, use smaller, less energy-
intensive models rather than launching large-scale, enterprise-level LLMs. For example,
drafting emails, summarizing documents, or generating meeting notes may not require
the same level of computing power as complex research or data analysis.

Optimize Al prompts: Write neutral, highly specific prompts that clearly specify the role,
objective, desired format, and output constraints (e.g., "summarize in exactly three bullet
points"). Clear instructions and explicit limits can reduce model hallucinations,
unnecessary follow-up requests, and additional processing.

Enforce word limits: Add explicit length constraints like "keep it concise," "no yapping,"
or "under 100 words" to reduce token processing time, inference energy, and
unnecessarily long responses.

Batch your prompts: Large data centers powering Al consume immense amounts of
energy and water. Avoid back-and-forth "chatter" by combining multiple prompts into a
single task.

Skip social pleasantries: Avoid typing "please" or "thank you," as processing these
extra words unnecessarily expands the computational load.

Reuse existing sessions: Save follow-up inquiries in the same thread to allow Al to
utilize context caching without reprocessing everything.

Reduce duplicate requests: Create shared templates, FAQs, and resources.
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Clear chat histories: Start fresh conversations for new tasks to limit the Al’'s context
window, preventing the system from recalculating long strings of past data overhead.

Prune recordings, transcripts, and summaries: Al note-taking tools automatically
transcribe, summarize, and organize spoken or written information. Keeping recordings
and Al-generated content indefinitely increases ongoing storage and computing
demands. Regularly delete content that no longer has business value.

Disable unused Al features: Many programs like Microsoft, Adobe, and Google
Workspace have automatic Al features running in the background (e.g., Al email
summaries, autofill). Check the account settings of your everyday software tools, email
clients, and search engines to toggle off background Al features you do not use.

Limit Al images and videos: Use text or existing visuals when possible. Creating new
images and videos generally requires more computing resources than generating text.

Strengthen knowledge sharing: Make organizational expertise, documentation, and
best practices easy to find and access so employees can locate existing information.
Before turning to Al, share effective prompts across teams to reduce repeated prompting
and unnecessary processing.

Choose sustainable Al vendors: When evaluating Al tools, consider vendors that
publicly report their environmental goals, progress, and data center sustainability
practices.
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